4. INFORMATION ACCESS TO TEXT:
INFORMATION RETRIEVAL, WEB SEARCHING

In electronic business, the web is the delivery platform and it is the interface.
There are no equivalents of “locations” or shopping malls, though portals are an
analogy, there are no “shop windows”, sales assistants, merchandising sampling,
and for the most part, no conventional advertising such as newspapers, TV,
radio, billboards etc...

The importance of Search Engines is that they bring customers to your website,
and they are by far the most important marketing tool in the business. For some
Search Engines you can even buy your rankings! But for the larger ones such as
Google, ranking is done based on document content and a number of other
factors and advertisements are merely sold based on similarity to query
keywords. This leads to the industry of Search Engine Optimisations... companies
that are set-up to provide ranking services to clients, “get your page ranked in
Google’s top ten for given queries”, which in turn leads to the “Google Dance®”

S/Es, their workings and limitations, are pretty important to understand, hence
the amount of material on S/Es and IR in this course.

How do people find web-based services and products ... ask yourself ... use URL
or domain name engineering to “guess”, or use a search engine. We find
ourselves relying on search engines more and more. Tools such as the Google
toolbar and automatic searching from location boxes in web browsers allow us to
rely more and more on search engines.

Users’ information needs can vary on a number of autonomous dimensions:

- verificative vs. explorative
- precise vs. vague information needs
- shifting vs. static topics

Broder (SIGIR Forum, 2002*) categorises web searches into:

* Navigational - intent is to reach a particular site. Ako known item search with
one correct answer though “hub” sites which are 1-click away from the
answer will do;

* Informational - find information which is presumed to exist in static form on
the web though informational searches have wide variety;

* Transactional - find a site where further interaction will happen, i.e. a
transaction such as shopping or other web-mediated services;

3 Google Dance... a term applied to the near monthly tweaking of Google’s ranking algorithm, one of the major
consequences of which (and reasons for the tweaking) is to cause problems for Search Engine Optimisation
companies. Not as important now since Google constantly updates its index. More information here:
http://dance.efactory.de/

4 http://www.acm.org/sigir/forum/F2002/broder.pdf
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Broder describes a survey he has carried out using pop-ups onto users’
searching and asking questions but it is biased because of the self-selection of
completed questionnaires, though it is a good source of information and worth
reading.

I'm not sure I agree with Broder’s 3-categorisation as it’s a bit narrow ... when
using a S/E, what do people search for now ...

» Search for people / home pages

* Search for companies / company HPs (or guess from URLS)

e Search for a particular product

* Search for a service

* Search for a factoid, buried in one or more documents, any one of which
will do

* Search for a document, an entire document, as text/image, and nothing
smaller will do

* Search for an overview on a broad or narrow topics, gathering together a
set of documents/pages which provide material for reading

* Search for an MP3 file !

* Search for an RSS feed

* Search through image databases

* Search through audio archives

* Search for a (digital) video, and/or through a video

Queries - reluctantly extracted - are short expressions of information needs ...
analysis shows 2.3 words per query on average and users typically don’t go
beyond first page ... so we're rushed, and intolerant when searching... the
challenge for an information retrieval systems (especially a search engine) is to
rank documents that the user will find relevant in the top 10 and do so in less
than a second... for thousands of users!

Humans, in general, have difficulties in encapsulating an information need as a
string search. Look at these queries from a web query log:

* ecko

* football graduate assistanships

* heliocopter

e quick drive

* shoes

And then some people try too hard... or should not try at all...
e Horses AND OR AND Equine AND or AND Horse AND AND AND
Anatomy
* where can I find info

Query Logs are very hard to get your hands on. Search Engines guard their logs
in case of loss of competitive advantage.
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Information can be regarded as:
* data ... symbols; the raw material from which information is developed

* information ... the content of a message; the meaning; can be acquired by
being told; discrete

* knowledge ... individual minds draw from data and from information
separating the significant from the non-relevant, making value
judgements; something that is acquired by thinking; coherent and
structured

Data retrieval and data manipulation is what is done in databases. A simple
form of this is string searching, but string searching is not information retrieval,
it is a crude approximation.

Information retrieval is what we’ll see here.

Before examining IR, lets step back and look at information in general. Broadly,
information is essential to society, it is a commodity, which has value, but has
free ridership ... I can have it and give it to you but still have it myself ... it is
replicable ... a consequence of connectivity and replicability of information is its
increased availability, which is nice, but there is a glut and it can suffocate and
technology has been and remains great at generating and replicating and
distributing and delivering information in different media, but not in managing
that same information;

Using technology, there are multiple ways to organise information, some
techniques being inherited from pre-digital days which electronically replicate the
manual information management we had/have, while others provide functions
like content search and filtering which can not be achieved with analogue
information.

So this is good, we can now do (electronically) what we could have done in
analogue-only days, plus we can do more ... what more can we do ?

* Flat collection of homogeneous objects ... library card catalogues,
files in a large directory, database records ... objects are sorted and
keyed by some attribute and may be browsed in sequence or content-
searched directly

* Hierarchical organisation ... used extensively in manual systems ‘cos
it applies some structure or some order on large volumes ... filing
cabinets, drawers, files, documents with chapters, sections, sub-
sections, Dewey decimal classification of books, Hierarchic filing system
on most operating systems ... these may be a strict or a non-strict
hierarchy, information seeking is satisfied by traversing the hierarchy,
and may be combined with content search
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* Cross-reference ... as an adjunct to either of the above, footnotes,
see-also notes, post-its, encyclopaedia references ... easily replicated
electronically

* Hypertextual or Linked ... an extended form of cross-references,
multiple information links and no superimposed hierarchy, navigation is
by following links, maybe use search to find starting point in the
network / web

Information management can mean manual or automatic cataloguing or
organising in such a way as to facilitate browsing and searching but that is a
carry-over from the analogue days®. In an electronic world, information
management means this also but additionally it means stemming the flow or
isolating or retrieving or filtering only relevant information so it goes beyond
information “organisation”.

4.1 HISTORY OF INFORMATION RETRIEVAL

When it comes to searching for information, the two most mature areas are
database searching (which we covered) and text searching, known as
information retrieval (IR).

IR is an old, mature area of research in computing / information science / library
science ... wasn't always popular until recently and was never massively popular
like graphics or databases and there are reasons for this.

Based around a technology which delivers solutions to a market which has been
in place for decades ... not great solutions, but ones which work

Originally and for a long time the IR market was:

* library searching
* patent applications
* legal and para-legal offices

The earliest (and still used) IR was boolean keyword searching which was
efficient but awkward:

» difficulties of manipulating boolean logic
* comparative complexity of search engines for the untrained
* monetary costs of computing in the early days

5 .. it is still carried on like this in libraries, though now they can purchase the catalogue entry for
an acquisition from a 3 party
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Eventually led to the emergence of the intermediary or librarian as a go between
users and information ... expensive and time-consuming ... throug hthe 60s and
70s.

Then:

* In the 80s we had PCs and networking and distributed processing to the
desktop and direct user access to tools like WP and spreadsheets and to
information itself and users got comfortable with doing things themselves and
dispensed with intermediaries and wanted more from IR

* The volume of machine-readable text information increased ... practically
every memo, newspaper, book and newswire in machine readable form.

The combination of these 2 mean that we now look at IR as a basic technology
underlying applications, interest in IR has grown, and funding has started to
flow. Look at how “search” is a component in help systems, mail tools, websites
... and we don’t want just string searching.

Now, since 1994 we have the web, and ... BOOM ... everyone is doing IR and
developing search engines everyone is dissatisfied with AltaVista and Lycos and
Google and wants better web searching, so IR is popular !

4.2 WWW SEARCH ENGINES

What has made IR popular, and in vogue and important and visible, is the web,
and that has created a market and a need for IR. Initially, web navigation was
by following content links, which were manually constructed, reliable and based
on content, not just structure. This was about 1993 and 1994 when there were
“hub” pages. Then in 1994 there were manually constructed “directories” such
as Yahoo (which hires people to catalog) or DMOZ (which uses volunteers), and
then the first of the web search engines. Now the web is different because it is

big, and the structure is constantly changing.

How big is the web ... nobody knows. As of Nov 99 it was probably
1,000,000,000 pages (now ten, twenty billion?) and c.75% of it was English text,
but Chinese is the fastest growing. Search Engines index over ten billion pages
nowadays. WWW.ARCHIVE.ORG is a web site which archives the web for
posterity or something and even they don't know ! There are lots of papers on
web size measurement from a couple of years ago in Nature and in Science and
it’s a kind of geeky thing to do.
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How much of it is indexed? ... Hard to know, many web pages are dynamically
constructed from databases, so we are not just counting static pages. Large
Search Engines such as Google require a large index because of the way they do
searching ... they need to have a large index in order to use links information
(see later). Recently, the size war between the main search engines has become
less important and the quality of ranking and the multimedia ranking capabilities
are taking centreplace.

There are ... hundreds ... of WWW search engines, many of which roam the net
and try to create an index and to do this they use spiders.

4.2.1 WEB SPIDERS AND INDEXING

Web robots or spiders are programs that download a WWW page from a web
server, process the HTML in order to extract hypertext links to other WWW
pages which they then download and we are into a recursive, never-ending
process.

The process is never-ending and it requires periodic re-visits to already
downloaded WWW pages to see if they have been updated since their last
download. The actual downloading is lightweight because the http protocol
supports querying the http server to download text only or to ask for the
timestamp of the last update to a given URL, so a spider can simply check the
date.

Because URLs must be revisited, their status must be tracked in a database and
the revisit rate determines the freshness of the index ... this should be based on
a page/site modification history with rapidly changing documents visited more
often. Smart spidering strives for spider equilibrium where the URL queue of to-
be-visited-pages does not grow and the index is everyday fresh (on average) ...
this requires 10% daily revisits to some pages and monthly revisits for others.
There are problems of duplicate pages because of DNS aliasing
(sunsite=elpico=lorca=www=shasta=vinson=computing=compapp) and there is
also site mirroring and these are the issues smart spidering wrestles with.
Spidering is expensive in terms of computational load, but mostly it is expensive
in terms of network bandwidth.

Having downloaded HTML and stripped formatting tags, the WWW search
engines then index these pages and add them to their inverted file, before then
throwing them away. The inverted file will be covered later in this chapter.

The indexing process is usually the straightforward IR task involving stopword
removal and some kind of word stemming, though some index by word form
occurrences and perform stemming at retrieval time and merge different
inverted file entries per query term at query time. This gives string searching,
as well as conventional IR searching (term weighting, etc.) using the one
inverted file.
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To save time and resources, indexers sometimes index only part of documents
(earlier web search engines cut off text after 10 lines or 100 words), they lay
extra weights on words appearing in titles or other marked fields (bold, italics),
they index the meta-tags with higher weight, they only take a finite number of
pages from each http server, they downweight a page based on the length of its
URL, they use de-spamming techniques, and so on. They used to do this to save
time, now they do these things to improve search quality, but exactly what they
do, is corporate secret. Sites such as searchenginewatch or the search engines
meeting website will show attempts to reverse-engineer what the search engines
do, but it’s a game.

4.2.2 WEB RETRIEVAL

Web retrieval involves stemming a user’s query (what you type into that little
search box) and generating tf*IDF or similar weights on query terms, scoring
documents by the sum of QT weights occurring within them. Documents are
ranked by their "RSVs”, and the scores are usually normalised into the [0..1]
range before presenting to the user.

Can also use the "+" operator to insist on presence of a given term, and specify
host:my.site.com (which is a post-retrieval filter on page attributes) and enclose
phrases in quote marks (if the inverted file has positional information).

WWW search engines support “phrases” in queries by allowing users to denote
phrase terms and then merging the inverted file records ... there is no indexing
of phrases as such. Downside is ... more inverted file records, but ... they can
live with that.

A user’s click on a returned title in the ranked list sends a request to the original
WWW site where the document resides and it is then retrieved for the searcher
and the search engine does not get to see this ... unless URLs are re-routed
through the search engine and on to the WWW site, which they did in the early
days but now would make the web search engine pages critical, and slow down
the time taken to view pages, and make bad network citizenship, and since there
is so much traffic through web search engine sites they don’t need to track to
this detail (except for the clickthroughs), but they often cache the pages they've
downloaded for quick viewing anyway.

As a shortcut, WWW search engines do store prepared answers for frequently
executed queries such as “cheap digital cameras” or “sexy nude pictures” - and
they can charge for membership of these canned answers ... Microsoft are
reputed to have paid over $1m to Alta Vista and Lycos to return Internet
Explorer pages as the top-ranked when certain query terms are run in about
1999.

As well as the canned answers to queries, Alta Vista and the others have 2
parallel retrieval engines for a query (or so popular belief goes), one against the
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canned DB of prepared answers/URLs and another against its full web index ...
this actually makes sense to have a layered search with a small index and a fast,
high quality engine for common queries (as determined by search term
frequencies) which is low cost thus high revenue per query, and a large index,
low throughput engine for rarer queries which is higher cost and lower revenue,
but satisfies the customers and brings credibility and on balance, the overall
costs are kept low and revenue high.

Back to searching the web ... there are :

* search engines

* all-in-one interfaces

* meta search engines which search engines broadcast and combine search
outputs ... Fusion, ProFusion, SavvySearch, kartoo,

* classification systems (web directories) like ... well the only really good
examples are Yahoo! And DMOZ ... dozens of editors, manual categorisation
and rating, labour intensive, high quality but low coverage of 200k-500k
URLs, browsable ontology .. DMOZ has replicated this idea of a web ontology
with net citizens contributing the categorisation (see links page).

These techniques address the visible web but there is also the “hidden web”,
non-indexable content behind passwords, firewalls, with dynamic content or
searchable only through local interfaces ... wouldn't it be nice to have a network
of distributed search resources, as in digital libraries.

Most search engines do fairly routine searching (we’ll see Google’s tricks later)
and DON'T do the kind of things we talked about earlier that do improve search
performance. They don’t do query expansion, or relevance feedback, but they're
not interested in improving our search performance, they are interested in
making search simple, straightforward, and fast. The “savvyness” of search
engine customers is dropping as our mothers go online, and life has to be
simple.

Take www.kartoo.com for example. Its great, really snazzy, and probably gives
a good search result, except for the fact that its index is small.

4.2.3 SEARCH ENGINES AS BUSINESSES

The search engine business model had been highly targeted advertising, based
on a user’s query, and this was the model in pre-Google days. More traffic is
better ‘cos they get more ad impressions, but that causes infrastructure
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difficulties and web search engine engineering is to always give <1s response
time - always - any longer and the user gets disinterested — do a search on -
say — Google and note the response banner comes up real quick to keep you
happy, while the actual ranking is still being generated, and comes later.

Now the business model is revenue through selling their search engine services,
not adverts, and selling search engine positioning. Why ? It's Google’s fault,
they started it.

Within the last couple of years search engine developers have also broadened
their scope to provide more than just searching and have become “portals” -
they had to. A portal is a consumer-oriented gateway to web resources which
has editorially controlled links to what search engines, or their paying clients,
believe you may be interested in. The concept of a “search service” has
diversified. Search engines also allow personalisation (via cookies) eg
MyAltaVista, MyLycos, relegating the search function to even greater
insignificance — look at the size of the query entry box in search engines... then
we also have Google (Google desktop, gmail, multimedia search, Google toolbar,
Google Earth, Froogle, Scholar Search, Picasa, and loads of other stuff from
Google Labs. As part of the diversification of the services Search Engines offer to
attract customers, we have a lot of extras besides targetted banner adverts:

* Identification of RealNames

* Links to relevant books from Amazon.com
* Send an electronic postcard or greeting

» List of related searches from its search log
* Translation of pages to other languages

* Search of other media

* Advanced search facilities

* Family filtering

* Language-specific searches

... even help sometimes !

Have a look at Google, and its services.

Why this trend ... because results pages have 2 types of links

* ... clickthroughs from the search result, links which don’t generate revenue;

* ... clickthroughs from what used to be banner adverts and are now portals,
which do generate revenue.

Its simple economics and search engines are “for profit” ventures, not charities.

Portals have targeted advertising ... animated GIF banners for travel agents

appear when one searches for “holidays”, "Bahamas”, etc. and the paying clients
pay real revenue for clickthroughs ... @ 4 cents per clickthrough whereas
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general advertising is around 2 cents per clickthrough ... whether you buy
anything or not.

www.goto.com took this to an extreme by blatantly auctioning off rank positions
and the rates they charged for those positions ... this was weird, repulsive and
sensible all at the same time - as well as being great fun ! The expensive
www.goto.com links charged up to $1 per clickthrough.

From information retrieval research, on large collections of even web documents,
with links, and noise, we know there are many IR techniques that work and that
they work on hundreds of Gbyte-size data volumes ... RF, QE, phrases, proper
name recognisers, hamed entity recognition, LSI, document length
normalisation, passage retrieval, document paging/partitioning ... and they do
lead to improvements in retrieval effectiveness on large collections ... but why
not in WWW search engines ?

Well because WWW search engines are trying to keep up with the web size, and
have no resources for “exotica” such as the above ... the rationale is to keep the
processing costs down to 1 second or else they will lose the customer, never to
return. The belief is that searchers tolerate bad answers, so long as they are
quick and although more effective, most of the advanced IR techniques are slow,
or require more user interaction; users are used to, and don’t want to do more
than, 2.3 word queries. Anything more, is hassle ! Look at Kartoo and ask,
would your mother use it ? Another consideration is the fact that when
searchers use a search engine, it isn't always to do searching ... its navigational
and transactional, as well as informational (remember Broder's article).

When it comes to evaluation of web searching there is no industry standard
benchmark ... the TREC web track is the closest one can get trec.nist.gov ... so
evaluations are qualitative (e.g. www.searchenginewatch.com), excessive claims
are everywhere the popular press is not very discerning; cross engine
comparison is elusive ...

4.2.4 SPAMMING

Search engine developers actually spend the greatest portion of their time on
despamming rather than on improving their search quality or the size of their
index — Spamming is a technique based on the manipulation of content in order
to affect ranking from search engines using bogus meta tags or hidden text, or
even open blatant text.
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The “Add URL” feature of search engines is the spammer’s tool and 99% of
search engine submissions are spam. Simple spamming involves adding
keywords to a page - perhaps in the meta tags, perhaps in the body (using
same colour as the page background so as not to appear is a nice trick). This is a
web-specific obstacle which search engines must overcome, in addition to the
classical problems of information retrieval.

When a user searches for some broad-topic query there may be millions of web
pages relevant in some manner, but a user will typically only browse the top-10.
With the growth of eCommerce, it becomes crucial for businesses to have their
site ranked high by the major search engines and there are companies who sell
the expertise to do this. They design web sites which are tailored to rank high
with specific queries on these major search engines and the business is called
search engine optimisation/positioning. It is based on researching the ranking
algorithms and heuristics of term-based engines and determining how many
keywords to place and where on a web page so as to improve its ranking for
certain queries. This makes it a kind of sophisticated spamming, and examples
are CanyonTrace and Grantastic Designs (see links page) and there are probably
others... leads to the Google Dance.

4.2.5 LINKAGE ANALYSIS®

Google was the first to blatantly uses information links between WWW pages for
more than spidering and Google and its popularity have thrown it down to other
search engine developers. However, almost everything associated with
commercial web search engine development is clouded in secrecy and what we
know we have “guessed” from company leaks, personal contacts and reverse-
engineering search outputs. In the very secretive search engine world,
customers have little or no loyalty, a market share can disappear in just a few
weeks and product differentiation is relatively minor. Evidence to support the
fact that the searching is actually more effective, is only anecdotal for now,
because of the secretive nature of the business, and the lack of an appropriate
large scale corpus of linked documents, with topics and relevance assessments.

Google seems to be great for typical web searches and their "greatness" was
initially based on their links information but they also have a few other “smarts”

6 Some of this material on linkage analysis comes from Cathal Gurrin
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* Google recognises a search for a person's home page from the text of the
user's query (easy !) and only retrieves (or highly ranks) pages which exhibit
characteristics of person's home pages - characteristics such as ...

* Google recognises searches for company home pages which have
characteristics such as ...

* Google recognises searches for general information, where "good" pages have
characteristics based on links

The first generation of web search engines, were based on directly computing
the similarity between a query and the text appearing in a web page and were
effectively a direct application of standard IR.

While the initial "first generation" of web search engines addressed the
engineering problems of web spidering and efficient searching for large numbers
of both users and documents they did not innovate much in the approaches
taken to searching. Recently we have seen a number of web search engines
such as Google, incorporate Linkage Analysis as part of their retrieval
algorithms.

Linkage Analysis as an IR technique is based upon the identification and
exploitation of latent linkage information inherent in the structure of the WWW.
In fact, as the WWW grows and it becomes increasingly difficult for standard IR
approaches to operate effectively, the number of hypertext links, the building
blocks of Linkage Analysis are constantly increasing in number.

When extracting information from hyperlinks on the WWW, we assume two properties
inherent in hyperlinks:

- a link between two documents implies that the documents contain related content.

- if the documents were authored by different people, then the first author found the
second document valuable.

4.2.5.1 HYPERLINKS

WWW links are uni-directional, in that we can not instantly see on a web page all
the documents that link into that page, nor can we follow a link backwards. A
hyperlink connects two anchors on two different documents or pages, the head
at the destination node and the tail at the source node. Most hyperlinks in HTML
are created using the <a> tag pair where URL is a Uniform Resource Locator
such as www.computing.dcu.ie/staff.html.

<a href=“URL”>ANCHOR TEXT</a>

The ANCHOR TEXT is the text associated with the source of each link, text that
the author of the web page has seen as suitable to describe the contents of the
target page in an attempt to assist (or entice) the user in deciding whether or
not to follow the link. An author writing a WWW document will create
semantically different types of hyperlinks between documents, even though
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HTML supports only one syntactic type of textual hyperlink represented by the
<A>..</A> tag pair. In fact web page authors will most probably not be aware
of the significance of the different link types that they are creating. Generally
speaking, on the WWW we can separate links into either of two broad types
based on their intended function when being created:

¢ On-Site links, that link separate documents within a particular domain. They
usually exist to aid the user in navigating within a domain, or web site. On-site
Links can be further subdivided into upward, downward or crosswise links.

o Upward links point to documents which contain a generalisation of the
information in the source document.

o Downward links point at documents that are a specialisation of the topic
explored in the source document

o Crosswise links act as a link to different information on a different subtopic
of the topic explored in the parent document.

* Off-Site (content, or outward) links on the other hand link documents in different
domains (across web site boundaries). They can be seen to mostly link from a
source document to a target document that contains similar and, in the author's
opinion, useful information. The reason why the author of a particular document
will create the Functional link is because he/she is likely to have found the target
document useful and related to the concept explored in the source document.

In general we can assume that a document with a higher number of off-site
inLinks (higher off-site indegree) will be a more ‘popular’ document than one
with less inLinks. The popularity of a document being based on the number of
off-site inLinks to document may seem like a very simple idea, but it has been
found as recently as 2000 by AT&T researchers that simple indegree ranking is
equally as good as other more advanced techniques, some of which we will
discuss later. The problem with using this is how to calculate indegree links !

4.2.5.2 CONNECTIVITY SERVER

Any software which does linkage analysis on web pages like Google must work in
conjunction with a Connectivity (linkage data) Server. A Connectivity Server is a
software application that provides fast access to the neighbourhood of any
referenced URL. The Connectivity Server views the WWW as being a graph with
nodes (documents) and directed edges (links). See the diagram for an example.

O O O O
o N TR
\

0 @ Base URL
! /?\ /?\ successor
2 o o o o o URL set

The URLs that point to the base URL are referred to as the Predecessor URL Set.
The URLs that are linked to, from the base URL, are referred to as the Successor
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URL Set. This graph above is an oversimplification of the neighbourhood graph of
a base URL. It is quite possible that a node in the successor set may also exist in
the predecessor set. This would be caused by a base URL page linking to another
URL, which in turn links back to the base URL. Within documents on the same
server this is quite common.

Given a single, or list of URLs, the Connectivity Server should provide a list of
inlinks (predecessor-list) to that URL(s) and outlinks (successor list) from that
URL(s) to a certain depth, which is a parameter value. A Connectivity Server
should work in conjunction with a standard text retrieval engine and should
provide linkage information for all the documents indexed by the search service.
A Connectivity Server may also be expected to respond to a query with a data
structure containing documents and their associated anchor texts.

Of course all is not this straightforward! A Connectivity Server must allow for
updates to be made to its index, which must not affect the workings of the
server. Recall that speed is a priority and in a realistic WWW setting, as many
(tens of) thousands of queries must be handled per second.

4.2.6 USING LINKAGE ANALYSIS IN RETRIEVAL

The Hyperlink Vector Voting method is a simple, but powerful approach to
Linkage Analysis which has many uses extending beyond that of augmenting a
ranking formula within a search engine. HVV ranks a document on the basis of
the number of hyperlinks pointing into it (in it's immediate neighbourhood) and
uses the hyperlinks anchor text as an indication of the semantic content of the
target document.

In this way the more documents that link into a particular document, the higher
the score of that document. However quite often the amount of text chosen as
the anchor text for a link is very short and often is just the word ‘link’ or *here’.
This will not be useful in describing the content of a document, but there have
been advancements made to HVV which help to solve this problem, in most
cases. Based around a windowing technique, we now allow for some of the text
around the hyperlink to add to the description of the target document.

Research from IBM Research Labs suggests that a window of 50 bytes either side
of the anchor text is optimal at describing the contents of the target document.
In our own research here in DCU our spider extracted up to 256 bytes of text
either side of the hyperlink in addition to the anchor text itself. Using a
technique which must be similar to this, Google a few years ago claimed to index
over 1.3 Billion WWW pages, yet still only had downloaded about 700 Million
pages.

In addition, this process of associating the text of the source of a hyperlink does
serve a purpose when one links to a non-HTML object. For example, if an image
on the WWW has a nhumber of inLinks from various sources, the text associated
with the source of the inLinks can be used to generate content identifiers for the
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image and consequently provide a basis for the application of general IR
principles on a textual description of the image. This same process applies to any
media type on the WWW when normal indexing techniques could not provide us
with adequate results ... that’s how Google does image retrieval, it was easy for
them, since they had the links, and the anchortexts anyway.

4.2.6.1 GOOGLE’S PAGERANK ALGORITHM

The most visible linkage analysis technique in use on today’s Web is probably the
PageRank algorithm, implemented in the Google search engine. This is based on
a simple indexing-time (as opposed to query-time) process that generates a
linkage score for each document in the index. Documentation concerning the
PageRank algorithm is rare, but one or two documents exist. The reason for this
is that Pagerank was originally developed as part of a Ph.D. project by two
Stanford postgraduate students (Brin & Page) but quickly became Google.com
when VC began to roll in. Today Google, although an extremely young company
are employing some of the finest IR researchers available. Even those who were
up until recently working in rival search engines research labs have been lured to
Google.

The PageRank algorithm itself is based on a simulation of a random user’s
behaviour while browsing the web. The random user keeps clicking on successive
links at random. However problems can occur such as the user getting caught in
page loops (where a page links to only one other page which itself contains just
one link back to the referencing page). Rather than looping forever, the user
“gets bored” and jumps to a random web page (chosen using the vector E over
all web pages, see the formula).

Given a set (S) of documents that link into a particular document (d), the
PageRank of document (d) is the combined PageRank of every document in S
divided by the outdegree of each document in S. PageRank is calculated over a
number of iterations until pseudo-convergence of the PageRanks of each
document is reached. While developing a modified version of the PageRank
algorithm we found that implementing our algorithm on a reasonable sized
dataset (10 Million Documents ) required 6-8 iterations so the Google iteration
on 300 times that probably takes a few dozen iterations

Before any iterations of the PageRank algorithm we must firstly generate a
preliminary PageRank score for each document in the index. This value is equal
for all pages, regardless of the structure of their neighbourhoods. Letting Pr, =
pagerank of document,, N be the total number of documents in the index and
keeping ||Pr|| = 1 (sum of all PageRanks = 1) we have:
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In this way we now have an equal pre-iteration PageRank for each document. It
is not essential that [|Pr]|] = 1. I have found that when operating on the 10
million document dataset that you are in danger of introducing rounding errors
into the PageRank calculations if the PageRanks of certain documents become
too small to be stored in a float data type.

We apply an initial PageRank to each document and using a formula (simplified)
such as the following we iterate a number of times until the values of the
pageranks for the documents become stable. Letting ¢ be a constant used for
normalization (so that all Pageranks sum up to the value set for ||Pr|].

, Pr,
Pr.=c - —n
“~, outdegree,

This is a formula for calculating a simplified version of Pagerank and is a useful
starting point for additional experimentation, not as an implementation of the
Pagerank algorithm. There are a number of problems with this simplified
algorithm.

There may be a number of pages with no outLinks (document A in the following
diagram) known as dangling links. In a working implementation of Pagerank,
there are a large number of such documents, most of them are documents which
the system knows about (and has anchor text descriptions for) but has not
downloaded yet. It is this that allows Google to claim to index 1.3 Billion web
pages, yet in reality they only index a ‘mere’ 700 million.

At each iteration, the PageRank from these pages will be lost from the system
and consequently the ||Pr|]| value will not be constant for each iteration.
Therefore a method must be found to solve this problem. The solution (one of...)
used within Google’s pagerank is that, over a number of preliminary iterations, a
pre-iteration phase is executed to remove all dangling links at each iteration,
store the number of requited iterations (N) and after calculating the pageranks
for all other documents, to add them back in and re-iterate again N times.
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ed PageRank is that of link loops, which act as a rank sink. In the diagram
above, documents F and G are in a loop, which means that any PageRank which
enters F from B will be passed to G and back to F again along with more
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PageRank from B. Consequently during iteration F and G will accumulate rank
but never distribute any rank (since there is no exit from the loop). To overcome
this problem a rank source is introduced. Imagine this as being similar to a user
periodically getting bored and jumping to a random page, chosen from a vector
E over all web pages although there are other methods of doing this.

Letting En be some vector over the Web pages that corresponds to a source of
rank, c is a constant which is maximised and ||Pr|| = 1 (sum of all PageRanks =
1), we have the following formula which is used to calculate the PageRank of a
document at each iteration:

Pr
Pr' =c!" ——m 4 ClE,
it n outd egree,

This gives a final PageRank for each document. We have found that it takes
about 8 minutes to calculate the PageRank for the 10 million documents (all
connectivity information available in RAM totaling 800MB required for the
process) and about 8 iterations. The other popular technique is Kleinberg’s
algorithm which is actually quite similar to PageRank.

4.2.6.2 KLEINBERG’S LINKAGE ALGORITHM

Kleinberg’s algorithm is also an iterative algorithm based purely on the linkage of
the documents on the web. However it does have some major differences:

» It is executed at query time, and not at indexing time

e It computes two scores per document (hub and authority) as opposed to a
single score.

» It is processed on a small subset of ‘relevant’” documents, not all
documents.

Before looking at the algorithm, we must develop two fundamental ideas. We
can view any web page as being of two useful types:

* HUB Page: a hub page is a page that contains a large number of links into
pages containing information about some topic, e.g. a resource page
containing links to documents on a topic such as ‘Formula 1 motor racing’.

* AUTHORITY Page: an authority page is one that contains a lot of
information about some topic.

Consequently we can say that a hub page will point into many authority
pages and an authority page is pointed at by many hub pages. Documents with
high authority scores are expected to contain relevant content, whereas
documents with high hub scores are expected to contain links to relevant
documents. Therefore a document that points to many good authorities is a good
hub and a document that is pointed to by many good hubs is a good authority. A
better hub is one that points to documents with higher authority and a better
authority is a document that is pointed to by many better hubs. This is a
mutually re-enforcing relationship. A document is not seen exclusively as a hub
or an authority, rather each document will always have both scores and
consequently be ranked in both lists. Although you would expect that a
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document with a high authority score would have a low hub score, this is not
always the case.

The Hub scores could be used to suggest documents to aid browsing while the Authority
scores suggest documents to directly satisfy the information need represented by the
query.

The basic process underlying Kleinberg’s algorithm is as follows; a user
queries a search engine and the top 200 documents are retrieved. This set of
200 documents (base-set) is expanded along the off-site inLinks and off-site
outLinks to produce an ‘expanded-set’ of documents (usually under 2000
documents comprise the expanded-set). Each document in the expanded-set (N)
begins with an standard (similar for all documents) hub and authority score
associated with it. This preliminary score can be calculated in a manner similar to
PageRank’s preliminary score calculation, or alternatively we can set each hub
and authority score to be a small value and retain the totals. Care must be taken
because we must normalize each score after each iteration and if using 1 as the
total base scores then we must normalize so that the sum of each value = 1. The
scores are updated over a number of iterations, normalising the scores after
each iteration. The formulas to calculate the hub and authority scores for each
document at each iteration are as follows:

forall ninN, Auth,= E Huh, forall ninN, Hub,= EAutho

m—n n—o

The Authority and Hub vectors will eventually converge, at which point the
iterations can stop. It is usual to find that after 10 iterations an acceptable
convergence point is reached. The documents are then ranked into two
groupings by hub (links to content) and authority (content) scores. However,
there are a number of problems with Kleinberg’s Algorithm.

Links-based searching is an antidote to keyword based spamming, but opens up
the door to link-based spamming. Many times I have discussed a particular web
page for a new conference or something, with colleagues, and we say that we’ll
each create a link to it in order to give it a better Google score. However, link-
based searching, or using links as some part of searching, seems to be a
sensible idea for the web. For an up-to-date view on links-based de-spamming,
check Henzinger’s article in ACM SIGIR Forum Fall 2002 (see online link).
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4.3 THE NATURE OF TEXT

Part of the reason why web searching and IR are so hard has to do with the
difficulties in dealing with text, but first ... why is information retrieval hard ?

Several reasons

- information is complex, we need to represent it, computers don’t do this
easily;

- search and document contexts can vary and be undefined;

- users (searchers and writers) have opinions which vary;

- words have semantics which are not easy to get at always;

All these make IR difficult but much of this revolves around the nature of text.
Text is

word tokens from a surprisingly small lexicon or dictionary

* each of which independently convey some meaning

» whose morphology is changed as words are concatenated into units of
dialogue called sentences

» for which there is a grammar of allowable syntactic combinations to which
sentences conform

* which are in turn are concatenated to make prose which makes up
documents

* which can reach a large enough size they may be structurally organised

* and typically this is a hierarchy, to ease user navigation through the
document.

* chapters, sections, sub-sections, paragraphs, sentences, clauses, phrases,

words, morphemes, letters

A collection of text (corpus) can be one single large structured document or
many millions of independent documents, or many millions of connected
documents

The grammar specifies the legitimate combinations of tokens and effects the
order of tokens and their morphology but it is not always strictly enforced

Tokens do not have unique spelling and many common tokens are polysemous in
their base form (bar, table, pen, ...) or in their declined form for verbs or
pluralisation for nouns (lights, drove, ...)

There are sub-languages with their own sub-grammars: notes, technical
documentation, email, fault reports, weather reports, legal documents, even
lecture handouts ... and txtng

So text (spoken or written) has an intricacy and complexity as it is filled with
synonymy and ambiguity, variations in capitalisation, spelling, syntax, grammar
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and the use of different word forms and we do not realise this until we try to
process it computationally.

Whether we like it or not, and given the difficulties of computationally processing
natural language, natural language as text or as dialogue, is the medium that
matters in human-human communication

4.4 HowDOWEDO IR ?

Although the following applies to searching web documents as well as static
collections, lets ignore the web aspects for now and return to them later. The
way to make progress with IR, is to process the raw and original text into some
internal representation (called indexing), and perform the content manipulations
on that surrogate. That is what IR is about.

Typical IR systems index text for retrieval using words or terms as the indexing
representation (see later).

From a query is generated a set of index terms or keywords in the vocabulary
and the earliest IR systems combined keywords into Boolean expressions where
terms are linked by AND, OR and NOT and where the retrieval operation is based
on the set of documents which satisfy the query ... but we don't like this.

A text index file for a set of documents will be subject to a process of inversion,
where the record key is transformed from being the document identifier to being
the identifier of the word, index term or keyword. Boolean retrieval is
implemented by retrieving document sets for query terms and then using set
intersection or difference operators

The inverted file is generally the same order of magnitude as the index file and
contains, for each word/term, a list of document IDs of documents indexed by
that term. The inversion process is time consuming and computationally
expensive as well as expensive to maintain (and web search engines have to use
very clever solutions to kepp their inverted files up to date with their spiders).

Inverted file entries will be terribly skewed w.r.t. length whereas documents will
have been indexed by approximately the same numbers of index terms.

- Cat— | »1/1,2/1,3/1
ng Cow 2/3, 3/3
Dog 1/2, 3/2
Mat Cat . !
Fish Fish 2/2
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Graphical
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Documents

—

Dictionary Inverted File

Notice the use of an alphabetically sorted dictionary list, the inclusion of
document identifiers and positional information in the inverted file.

Experienced users use Boolean systems interactively, gradually building complex
queries by refinement and an essential piece of information during querying of
Boolean systems is the postings information ... how frequently a term is used in
the collection of text, i.e. the number of entries in the inverted file record.

Mid-frequency terms are best as query terms as the low frequency ones are too
discriminating and the high frequency ones are not.

Enhancements to basic Boolean IR include

* term truncation (using wildcards)

* adjacency / distance information which requires positional information
in the inverted file, which in theory allows more precision

e query expansion via thesauri

* restricted vocabularies

» support for reformulation of queries by suggesting related terms from
the dictionary

Limitations include

* complexity of query formulation for multi-concept topics

* Boolean logic is intimidating and off-putting

* no control over size of output produced

* Boolean formulations are restrictive and not powerful for subtle queries
* no ranking of output in decreasing probability of relevance

* batch process with no feedback from user back into search

* no differentiation among terms in the query

Before the increased availability of CD-ROMs in libraries, Boolean systems were
almost always used by trained intermediaries who chose the database, extracted
terms, formulated and submitted queries, refined them and printed abstracts for
the users.
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Within the last decade or so, research into IR has had a trickle down effect and
relevance ranking based on natural language queries, has taken over and
become the default searching paradigm.

We know it is necessary to turn text into an internal representation on which we
can operate IR tasks ... but what can this internal representation be ?

Note that this is inexact science ... many different things have been tried and the
ones which appear great in theory often are not in practice, and vice-versa ... that
is what makes it so interesting and challenging.

It is a fact that words occur in NL with an uneven distribution related to their
importance in text.

There are two (reasonable) assumptions we must make about the frequencies of
words in text:

1. The more a document contains a given word, the more that document is about
a concept represented by that word.

2. The more rarely a term occurs in individual documents in a collection, the more
discriminating that term is.

Combining 1 & 2 we get a term weighting formula based on word frequencies with
the following weight for each index term in each document:

Wij = tf]j . IOg (N / de)

where
N = total # documents
df; = Number of those documents with word;
tf; = Number of times word; is in document;.
maxt(n:) = greatest values of tfj;

Sometimes called tf*IDF weighting. This is the simplified version but there are
variations such as:

N max, (n,)

W, =tfij 'logza+l W =tfij '|ng%+1
N oo

w; = tf; '|ngﬁ+1 wy; =1f; "log, df +1
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There is no single formula which is guaranteed to be the best, but the following is
shown to be the most effective all-round:

W(ij) assigned to a term in a document is given by :
[ #

k,+1)tf,
_+Ddfy where K =k gql' b)+be—"
y K+_tf;/ A) advlrl

With tf; indicating the within-document frequency of term j in document j and b, k;
are parameters. K represents the ratio between the length of document j
measured by /; (sum of tf;) and the collection mean, denoted by advl.

To index a request we use:

tf -
w.o=—3%  In|(N-df)/df
qJ k3+tqu [( J) ] -

Where tf; indicates search term frequency, df; indicates collection-wide term
frequency, N is the number of documents in the collection and k3 is another
parameter. Parameters are determined by experimentation for different collection
sizes and statistical distributions, document sizes, etc.

Called BM25, there are mathematical models behind the evolution of this formula

. it appears to be black magic but put simply ... it is the most effective
statistically-based approach and can be implemented efficiently using inverted
files.

A popular feature in IR systems, and in widespread use in web search engines, is
word stemming and conflation where the indexing terms are word stems, not
words.

This is a simple and crude linguistic process which is OK if used consistently for
both documents and queries to cause a query-document match.

3 stages:

o] remove high-frequency stopwords

o] suffix strip remainder ... many algorithms exist to do this whose
performance in terms of effectiveness, are all about equal

o] detect equivalent stems and conflate (absorb, absorpt)

Usually more effective than using raw word forms as stems normalise
morphological variants, albeit in a crude manner.
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Porter's (1980) algorithm is popular:

remove plurals, -ED, -ING

terminal Y -> I when another vowel in stem
map double suffixes to single ... -ISATION
deal with -IC, -FULL, -NESS

take off -ANT, -ENCE

remove -E if word > 2

auhWNR

Each rule set has a set of conditions examining number of vowels, consonants,
vowel-consonant patterns, etc.

Language dependent ... English, American, French,

May I have information on the computational complexity of nearest neighbour
problems in graph theory.

INFORM, COMPUT, COMPLEX, NEAR, NEIGHBOUR, PROBLEM, GRAPH, THEORI.

There are other stemmers which are more computationally complex (Lovins) but
they all evaluate to about the same level of effectiveness in subsequent retrieval.

Stemmers for Romance languages have many more exceptions ... English has
simple pluralisation and verb morphology with ¢.100 common exceptions (drive,
eat, ??) Spanish has more complex verb morphology with over 500 exceptions.
German is .... Finnish is ...

While word stemming is fine for handling morphological variation on words, and it
can be implemented very efficiently, it has weaknesses in that it is crude,
sometimes wrong but most significantly it cannot address word polysemy, where a
single lexical form can be used to represent several semantic meanings. My
concise OED has the following for BAR:

(n) long piece of metal, chocolate, soap;
strip of silver below clasp of medal as an additional distinction;
rod/pole to fasten or confine on a window;
immaterial restriction (entry to a pub);
place for prisoner to stand at court;
rail dividing off space;
pub counter;
place for refreshments;

(v) to fasten with a bar;

(n) large Mediterranean fish, edible;

(n)  Unit of pressure ~ 10°N/m?

(prep) except, as in racing odds
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in the US "bar" is also a legal exam ! Some amusing examples ...

* Sheep attacks rocket
e Nut screws washer and bolts’

Polysemy is almost a built-in by product in search engines and we seem to accept
it in retrieval. We tolerate it, and we don't like it, but we live with it.

When it comes to retrieval, there are a humber of desirable features we would like
to see:

o ranked output rather than sets;

o relevance feedback from users back into the retrieval process, to help
retrieval;

o query modification/expansion during retrieval as users become clearer their

own information needs;

Relevance feedback is the concept of feeding back to a system, some relevance
judgements that the system can use this information for the remainder of the
current search.

However, relevance feedback makes no distinction between different types of
relevance such as :

O relevance = useful

O relevance = topically related
O relevance = new

O relevance = interesting

O relevance = ... others

In its simplest form, RF can be used to re-compute the weights of query terms.

Typically, during a search, a user may find no more than a handful of relevant
documents at all, so using this scant information on say, 3 or 5 or 10 known
relevant documents could be termed statistically unreliable, but implementations
show it does improve effectiveness overall.

RF to perform collection re-ranking does not need to involve the user, so from
that aspect it is useful, esp. since the computational overhead is negligible.

7 Genuine headline from article in West Australian news paper.
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As a search proceeds, user’s information needs shift or are refined or evolve,
depending on the task, but they do change.

As “relevant” documents are “found”, these can be used as a source for the
system to improve the quality of the unseen document ranking.

There are (many) formulae available which use parameters like N, n, R and r to
compute the “usefulness” of non-query terms found in relevant documents.

These can be

1. presented to the user for manual addition to the query, document re-scoring
and re-ranking
2. automatically added to a query, to do the same thing.

Either way, QE is a good thing in that it retrieves "more like these” though
sometimes a user doesn’t want “more like these” but wants more not like these
but still relevant. Thus, QE is a two-edged sword.

There are a number of other important aspects to text retrieval besides RF and

QE:

o Cluster based retrieval ... depends on pre-clustering document collection
into cliques of similar documents, possibly generating a centroid ... a
variation of this which I've seen growing for web applications is clustering
the output of a web search, dynamically, at retrieval time.

o Retrieval as a combination of several retrieval strategies ... data fusion
...in experiments it has been found that a combination of rankings from
several different approaches can actually bootstrap to an even higher level
of effectiveness.

. Latent Semantic Indexing ... based on the statistical technique of Singular
Valued Decomposition where an n x t matrix is reduced to an nxd t matrix,
statistically, effectively dimensionality-reduction to ¢.100 to 300
dimensions (index terms) which incorporate term-term dependency
relationships ... and it is computationally expensive ... but it works.

o Some computing is evolving towards distributed, co-operative processing
... distributed text retrieval is big due to large collections being inherently
distributed and the increasing growth of internet ... people want to be able
to search +1 text database with one single search ... this is distributed
text retrieval which led to the emergence of WAIS from TMC et al., and
the emergence of Z39.50

o IR delivers documents in response to user queries and on these users

make relevance judgements, but what if documents are not abstracts but
full text ... hence the emergence of passage retrieval where places
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within documents are retrieved in response to a query ... this is difficult
to evaluate which is something IR likes to do ... not known how to handle.

o An aspect related to passage retrieval is the problem of applying standard
IR techniques to heterogeneous lengths documents ... with relatively
minor variations one can normalise by document length but this pre-
supposes documents are about topics treated equally throughout a (long)
document ... not so ... alternative is text-tiling, chopping documents up
into “pages” of approx same length using crude or more sophisticated
techniques.

Finally, a couple of thought-provoking conundrums related to economics and
search highlighted by Hal Varian in 1999 (see online links).

(a) When we buy information, or we expend effort getting information, the
economic value of that information is the expected utility resulting from the
increased knowledge, having read that information. Thus it is only new
information that matters. In IR and web searching, however, relevance is
something ascribed to a set of documents, even through their information
content may overlap. “Presenting documents in order of estimated
relevance” does not take into account the incremental value of the documents
already viewed given that documents similar to those earlier in the list
probably add little value to those already examined, whether those earlier
documents have been deemed relevant or not !

This argues for a document ranking strategy starting with the most similar to
the query ranked top, and then subsequent rankings based dually on
similarity with the query and on dissimilarity with the higher-ranked
documents. A way to achieve this might be to cluster the top X ranked
documents and present clusters rather than a ranking, to the user. Nobody
does this. Why not ?

(b) Suppose you work in an airport bookstore selling travel books where
customers are in a hurry, it takes time for them to examine books, and they
can take only one book with them. You have a pretty good idea of the likely
appeal of certain books and your job is to determine the order in which to
show books. Given all books are the same price, your goal is to satisfy the
customer, not to maximise your profit.

A customer rushes in and says “Quick, I need a travel book on Borneo” - you
have 2 in stock, one by Fodors which most people find adequate and one by
the Lonely Planet which you either love or hate. Varian claims they should be
shown Lonely Planet first and if they love it they are happy, and if they don't
then show them Fodors. The analogy with retrieval is that the practice of
ordering by expected relevance, or expected value, is not really right ... one
should offer the risky book first and if you get the high payoff then stop,
otherwise continue, or in the search analogy, present those documents which
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are most risky first.

So, if we could accurately measure the cost of examining documents,
especially if they are not relevant, and also the value associated with finding
a “relevant” document, and the value of finding it “early” in a search, we
could accurately compute this, and use it for ranking. Unfortunately we don’t
have good estimates of any of these, so for making an impact on information
access this may not be practical.

Jump to PPT for slides on interfaces to information seeking and
information retrieval and search engine support

Most IR research and implementations are based around areas of work like those
mentioned earlier and have varying degrees of sophistication, and use the
principles that Hal Varian challenges but why is it like that ?

Why do almost all IR systems have to rely on keyword techniques which operate
at a symbolic, literal text-matching level.

Additionally, they assume

* user knows what words/terms are used in documents

* how those words are used in different contexts

* how to spell those words

* user has a precisely formed goal and can articulate that goal into an accurate
representation as a query ... ditto for authors

Most of these assumptions are false, and IR implementations are far short of
solutions to the problem.

In IR these are the things we can handle ...

* Words which exhibit morphological variation
* Words are not all good indicators of content
 Two words can have related meanings, i.e. be synonymous

And the awkward things ...
* Words are polysemous ... one word, multiple meanings.
* Queries and their relevant documents are rarely identical since only parts
of each match parts of the other, and which parts and even the matching

is not obvious

* Documents are not about one thing ... they are long and compositional
and can be the “answer” to many questions
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* Not all things are explicitly said ... when we write text we assume an
intelligent interpreter ... ourselves ... not an information retrieval system.

4.5 QUESTION ANSWERING SYSTEMS

After link-based searching, the next big thing on the horizon (I think) for
searching the www is question-answering.

A very rich area for the application of NLP to IR has been in named entity (NE)
recognition ... automatically determining strings that correspond to people,
locations, organisations ... and either indexing by these NEs or using these NEs in
specialist IR, such as question answering. The simple way to do this is to have a
lexicon or gazetteer lookup but this is simplistic and fails too often

* George Bush

* George W. Bush

e Mr. Bush

e The President of the United States
e The U.S. President

* Bush, George

With NL analysis of a text, up to parsing level, it is possible to do accurate
scopeing of NE occurrences and then resolve anaphoric references to the same
NEs

“"George Bush was in town last week and he spoke at a fundraising lunch. The
President has always liked doing this kind of thing especially as he needs the
money for the Republican party. He spoke well but one questions whether the
President of the United States is really the person who should be making
speeches about foreign policy in China at this time.”

... how do a query on “Bush speech China” and you find 20 words between
occurrences of Bush and speech but with NE recognition they are much closer.

Great, that means we can do better quality web page retrieval where part of
what we want is a named entity, but what about retrieving the named entities
themselves, directly. A question-answering system (QAS) is a system based
upon retrieving short, very short segments of documents in response to user
queries, where the segments of documents retrieved are likely to contain a
named entity, whose type matches the type requested (directly or indirectly) by
the user, and whose context (in the document) is such that it may be relevant to
the user’s information need.
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Consider the following occurrence of a document fragment, where the thick lines
represent occurrences of named entities:

For each occurrence of a NE we define a region surrounding it, consisting of a
window of words

We then index each (overlapping) window as a separate retrievable entity, with
the NE “type” defining what the window can be retrieved in answer to a user
query for that type. Suppose we have a fragment of a document:

There was some light relief in the battle between the US government and
Microsoft earlier today when the judge in the anti-trust case, Judge Thomas
Penfield Jackson, asked the warring parties if they would be likely to agree on
incorporating Netscape into Windows as an optional extra for PC manufacturers
before the next millennium,

Suppose the underlined fragment is recognised as a named entity of type
“Person”, and the text above provides the context “window” for the occurrence.
User queries like:

. Who is the judge in the Microsoft anti-trust case ?
. What is the name of the judge in the case brought by the US government
against Microsoft ?

... both score highly against the italicised text window, and what is presented to
the user is, not the entire text fragment, but just the named entity, which is
what the user wanted, with only a few context words.

... anti.-trust case, Judge Thomas Penfield Jackson, asked...

In experiments against 10 Gbytes of raw HTML web documents, the best-
performing system got the correct answer (using a sample of c.600 questions) in
rank position 1.4 !

This technology is almost ready for use in closed collections (encyclopaedia
access or searching newspaper articles) and when the engineering problems of
making this scalable and the database updatable are addressed and overcome, it
will become the next great thing in web searching. It will address a certain type
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of web retrieval, not all, and how it will be marketed we don’t know ... it may be
by paid access, or free initial, then pay, or whatever.
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